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ABSTRACT

FPGA devices exhibit manufacturing variability. Device
ratings and Timing margins are typically used in order to
cope with inter-device and intra-device variability respec-
tively. Actual-delay circuits operate according to the actual,
physical device delays of the FPGA device components and
not according to STA predictions, exhibit data-dependent
delay,latency and output completion detection, and can thus
detect when their outputs are ready to be latched. In this
paper we demonstrate an FPGA flow, based around exist-
ing FPGA tools, capable of implementing actual-delay cir-
cuits, and through worst-case, upper-bound analysis show
that such circuits exhibit reduced delay and higher perfor-
mance than their conventional counterparts. The FPGA flow
incorporates a logic synthesis transformation step for con-
verting a conventional single-rail circuit to monotonic, dual-
rail and a LUT mapper for mapping the latter to LUTs while
preserving monotonicity. In addition, through our imple-
mentation of actual-delay circuits we are able to measure
intra and inter-FPGA timing margins and we present results
on the STA margin and timing deviation over four devices.

1. INTRODUCTION

The two components of timing variability, i.e static variabil-
ity originating from manufacturing variations and dynamic
variability, i.e. originating from operating conditions at the
interior and exterior of a circuit have been identified as the
most important limits to transistor and technology scaling.
In the sub-90nm era, device parameters vary significantly
both within a device and across different devices.

Static Timing Analysis (STA), the cornerstone of ASIC
EDA and FPGA timing sign-off has been recognized to be
overly pessimistic and imprecise and as a consequence re-
sponsible for significant performance loss for designs aim-
ing at performance. Statistical static timing analysis tech-
niques (SSTA) [1] have been proposed in an effort to apply
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statistical timing distribution models so as to better predict
the actual delay distribution for a number of devices. How-
ever, dynamic behaviour is difficult to model using a mathe-
matical formula and a large number of parameters cannot be
defined.

An alternative approach to variation tolerance is to em-
ploy design methodologies which allow for the actual delay
of the circuit to be measured or employed during its oper-
ation, instead of attempting to improve the accuracy of the
delay prediction. Delay fault testing, which has been pro-
posed in the past has been shown to be costly, as it requires
the designer to start from a very expensive initial two-level
representation, and then use only a subset of logic optimiza-
tions [2]. Moreover, delay test patterns are more numerous
than functional fault test patterns, and hence require more
time on expensive testing machines.

It is possible to implement circuits for which conven-
tional STA sign-off can be used as a sign off method, solely
as an upper bound to their delay, however during actual cir-
cuit operation their delay is both data-dependent and manu-
facturing and operating conditions dependent. Such a metho-
dology has been presented in [3], i.e. monotonic, dual-rail
circuits with completion detection. The difference between
the latter approach and delay-fault testing is that it provides
for data-dependent latency and the ability to adapt to vari-
ations instead of solely providing support for delay testing
critical paths through an external stimulus.

The aims of this work are twofold, firstly to demonstrate
an FPGA flow capable of implementing actual-delay circuits
through a dual-rail, monotonic circuit implementation and
secondly to demonstrate that such circuits exhibit reduced
delay and higher-performance than their conventional coun-
terparts when implemented on any conventional FPGA.

The paper is organized as follows. Section 2 provides
the motivation behind this work and the previous research
in the area. Section 3 describes in detail the FPGA design
flow for actual-delay circuits. Section 4 describes the ex-
perimental framework for measuring the delay of the mono-
tonic, actual-delay circuits and the error margins. Section 5
presents a detailed comparison between conventional single-



rail implementations for 25 IWLS benchmark circuits and
their actual-delay, monotonic, dual-rail counterparts in terms
of the actual delay circuit’s worst-case timing, i.e. the upper-
bound of their delay, and of their LUT occupancy. Section
5 includes additional results on the STA prediction accuracy
and on delay variation across FPGA devices.

2. PRIOR WORK

The key advantage of circuits with completion detection is
their ability to operate using actual, or true, delays, instead
of worst-case delays employed in traditional clocked design.
Circuits with completion detection are capable of sustaining
average-case performance, due to their data-dependent na-
ture. Such circuits are very common in asynchronous sys-
tems as they remove the need for timing assumptions.

The most common method for implementing circuits
with completion detection combines dual-rail signal encod-
ing [4] with a two-phase set/reset mode of operation. Cir-
cuit inputs and outputs strictly alternate between a spacer
word, i.e. the reset phase, which carries no data information
and is used for synchronization and a dual-rail codeword,
i.e. the computation or set phase. The two-phase discipline
ensures monotonic behavior at circuit outputs, avoiding haz-
ards [5], and provides a clean separation between consecu-
tive data words. Several approaches to implementing cir-
cuits using dual-rail encodings have been proposed in the
literature [6, 7, 3].

The approach of [6], i.e. DIMS, is based on imple-
menting a logic function as sums of minterms, with every
minterm realized using a C-element, i.e. a sequential gate
with function f = (a1a2...an)+ f (a1 +a2 + ...+an) for n in-
puts, a1 to an. DIMS, despite its advantage of being strongly-
indicating [8], i.e. a change at an output implies the comple-
tion of all its transient fan-in nodes, is expensive area-wise.
The reported area increase for DIMS lies somewhere be-
tween 3 and 4 times that of the original single-rail circuit,
for an ASIC circuit, as none of the conventional logic opti-
mizations are possible, due to its structure.

In [7], i.e. NCLX, a dual-rail network is created by us-
ing De Morgan’s law to create logic duals for every gate and
eliminating inverters by using complementary rails. Com-
pletion detection is carried-out separately from data evalua-
tion. The key advantage is a drastic reduction in area, com-
pared to DIMS, as it enables logic synthesis algorithms to be
used for logic minimization, albeit only positive gates. The
use of a positive spacer throughout all the logic levels of the
circuit, implies that this approach allows only for positive
logic gates, and therefore the latency of the dual-rail circuit
implemented in this approach, will always be greater, com-
pared to single-rail logic implemented using a mixture of
positive and negative gates.

In [3], an approach for dual-rail, monotonic circuits, with

double spacer is presented, which solves the latency prob-
lem of the NCLX approach by allowing negative gates to be
used. In addition, the use of a fast reset mechanism is also
presented, which alleviates the use of two, almost equally
long phases. Of course, area overhead is a problem with
all of these approaches, as it cannot be reduced below a x2
penalty, due to the dual-rail encoding. With this latter ap-
proach, a 30% increase in delay is observed when perform-
ing STA on the dual-rail circuit, and a 100% area increase.
However bearing in mind that for ASIC flows, the inherent
margin between worst-case and typical delays is between
60 to 100% [3], along with the fact that STA does not take
into account the data-dependent nature of dual-rail circuits,
it can be concluded that circuits with completion detection
can operate at 24 to 65% higher frequencies than conven-
tional ones.

In this work we developed an FPGA flow for implement-
ing actual-delay circuits for FPGAs based on the latter ap-
proach.

3. DUAL-RAIL FPGA DESIGN FLOW

The FPGA design flow for implementing actual-delay cir-
cuits shown in Figure 1. It consists of 5 steps from the circuit
specification in the BLIF or Verilog format to the Placed and
Routed (P&R) circuit on the FPGA device and the deriva-
tion of its critical path vectors. The flow and experimen-
tal setup presented focuses on combinational logic circuits,
however it is straightforward to implement actual-delay se-
quential circuits by embedding a sequential element control
scheme, e.g. De-synchronization [9], which synchronizes
sequential elements based on the completion signals of the
combinational logic. The flow steps are described in detail
below.

3.1. Single to Dual-Rail Conversion and LUT Technology-
Mapping

In the first step of the flow, the original circuit specification,
provided in either BLIF or Verilog format is converted, us-
ing the DR package [3] written for the SIS logic synthesis
system [10]. The full details about the conversion process
from a single-rail boolean specification to a dual-rail mono-
tonic circuit with completion detection can be found in [3].

In the second step of the flow, the dual-rail, monotonic
Boolean network is mapped to LUTs using our own LUT-
mapper written for the purpose of mapping the Dual-Rail
Boolean Network to n-input FPGA LUTs while preserving
monotonicity. The reason for not using the integrated FPGA
LUT mapper of the FPGA flow is that FPGA mappers do not
separate logic optimization steps from technology-mapping,
thus the application of any non-algebraic logic transforma-
tion by that step of the FPGA flow could upset the mono-
tonicity of the dual-rail circuit. Alternatively, the circuit



Fig. 1. Dual-Rail FPGA Design Flow and Experimental Setup

could be mapped using a one-to-one gate-LUT representa-
tion, respecting monotonicity, but this would result in sig-
nificant area increase.

The LUT-mapper maps the Dual-Rail Boolean Network
onto n-input FPGA LUTs using optimal tree-covering [11,
12, 13]. The LUT-mapper firstly transforms the Dual-Rail
Boolean Network into a graph of a few primitive functions,
it then partitions the circuit graph into trees at its fanout
points, finds the optimal LUT cover for each of these trees
by running a tree-covering algorithm in a recursive fashion
and finally joins the optimally covered trees back into the
complete LUT-mapped circuit graph.

3.2. FPGA Design Flow and Vector Sensitization

In Step 3, the circuit is described as an interconnection of
LUTs, coming out of the LUT-mapper. At this point it enters
the conventional FPGA design flow as a LUT netlist which
is not allowed to be optimized by the FPGA logic synthesis
step. The circuit is placed and routed on the FPGA device
and then Static Timing Analysis (STA) is performed in Step
4 in order to detect the circuit’s critical path.

STA for the conventional single-rail circuit represents
the data-independent delay for that circuit, whereas for the
monotonic dual-rail circuit, the STA measurement represents
a data-depending, worst-case upper-bound on circuit delay.
By comparing the STA of the dual-rail circuit, i.e. the worst-
case dual-rail vector, to the STA of the single-rail circuit we
are in fact performing worst-case analysis comparison, as
we assume that the dual-rail circuit will assume its upper-
bound on delay, which is not the case when the circuit oper-
ates as its delay is different for every different input vector.

At this point in the flow we ran into a practical prob-
lem. Although STA analysis could detect the circuit’s criti-
cal path, i.e. the longest delay path, for both conventional
single or monotonic actual-delay circuits, it was not able
to directly extract the critical path’s sensitization vector, i.e.
the combination of input and feedback signals, which exer-
cise this path.

Thus, critical vector detection was implemented in Step
5 through Verilog simulation of the circuit’s netlist. In order

to produce the sensitization vector the support of the critical
path output was extracted and the set of circuit inputs be-
longing to it were searched in an exhaustive manner in order
to identify the input vector of maximum delay. In this way,
the sensitization vector producing the critical path delay was
identified, using the Timing Analyzer. In ASIC flows, it is
common for STA tools to produce the sensitization vector. If
this was possible in our FPGA flow, Step 5 would not have
been needed.

4. EXPERIMENTAL FRAMEWORK

In order to compare and contract the real, actual delays with
STA results, we implemented 25 IWLS benchmark circuits,
of various sizes, using two design flows, i.e. the conven-
tional FPGA flow and the dual-rail, actual-delay flow de-
scribed in the previous section. The FPGA device targeted
for the experiments was the Xilinx Spartan 2E, 0.15µm pro-
cess device. We chose the Spartan 2E device because it is
one of the low-end, low-cost FPGA models, which is not
targeted for high-performance designs.

Figure 2 shows the experimental setup used for measur-
ing actual delays of the monotonic, dual-rail circuits.

Fig. 2. Experimental Setup for Actual Delay Measurement

The design is embedded with a testbed wrapper, which
is used to exercise repeatedly the critical path sensitization
vector derived in the design flow, as described in the previ-



ous section. The testbed wrapper respects the two-phase dis-
cipline by exercising repeatedly a reset phase, followed by
the sensitization vector for the set phase. The vector is fed
to the circuit inputs from the FPGA Block RAM, as shown
in Figure 2. The reference point for the application of the
set and reset vectors is the FPGA’s clock signal.

The repeated application of reset and sensitization vector
for the set phase by the testbed wrapper makes it possible to
accurately trigger and measure using a high-precision logi-
cal analyzer and an oscilloscope the following: (i) the reset
process, where all dual-rail signals are returned to the spacer
word, (ii) the assertion of the dual-rail outputs of the critical
path and (iii) the assertion of the completion detection sig-
nal. As the testbench performs the reset/set application ad
infinitum, it is possible to perform several repeated measure-
ments with good precision. However, the delays measured
will of course encompass the propagation delay of the FPGA
pads and are not solely internal delays. For this reason, we
were careful to include the PADs in our STA analysis when
comparing STA results with actual true delay measurements.

By contrasting the two design flows, we were able to
compare: (i) the STA result of the conventional circuit to
the delay measurement of the dual-rail circuit and (ii) the
area overhead of the dual-rail circuit compared to the orig-
inal circuit. In this way, we not only assess the pros and
cons of implementing actual-delay circuits on FPGA, but
can measure the deviation from STA analysis to measure-
ment by comparing the STA of the dual-rail circuit to the
completion detection signal timing reported by the oscillo-
scope. Such a measurement will effectively report a timing
margin, which is proportional to the intra-device variability
of the FPGA device.

As timing across different instances of the same FPGA
device may vary, thus we also performed a second set of
experiments, where we programmed four different FPGA
devices, all being Xilinx Spartan 2E, 0.15µm devices of ex-
actly the same rating and same speed grade (-7). In that way
we could also measure variability across different devices.
For cost reasons we did not measure more than four devices.

4.1. Delay Measurement Error Margins

We have made significant effort to keep the error margins
for the delay measurements as small as possible. As shown
in Figure 2 in order to measure circuit delay, we measure the
delay difference between the application of the input vector
to the appearance of the output vector and the assertion of
the DONE signal. Our primary concern was the path be-
ginning at the Block Ram outputs, which is fanning-out to
both the circuit inputs and to the oscilloscope. As delay is
measured with respect to the input vector, as captured by the
oscilloscope, an accurate measurement requires minimum
delay for the path from the Block RAM outputs to the oscil-
loscope, or alternatively for its delay to be equal to that of the

path from the Block RAM to the circuit inputs. We checked
the delay of the path from the Block RAMs to the oscillo-
scope using STA, and have established that it is less than
1ns, for all of the implemented circuits . Thus, we establish
that the maximum error margin is 1ns with respect to our
delay reference point. A second factor which impacts the
accuracy of the measurements is the accuracy of the mea-
surement device. We used both an oscilloscope for observ-
ing the signal transitions and an 800MHz digital analyzer
with a resolution of 1.25ns for measuring the delays. Thus,
it can be concluded that the total, worst-case error margin is
2.25ns.

5. RESULTS

In this section we present the results for 25 IWLS bench-
mark circuits implemented on a Xilinx Spartan 2E, 0.15µm
process device with actual-delay measurements performed
on four devices with exactly identical ratings.

We compare and contrast the conventional single-rail
FPGA implementation of the 25 IWLS benchmark circuits,
implemented using the conventional Xilinx ISE Design Flow,
to their actual-delay, monotonic, dual-rail counterparts im-
plemented using the flow presented in Section 3 in terms of
the dual-rail, monotonic circuit’s worst-case timing, i.e. the
upper-bound of their delay, and their LUT area. Average-
case analysis, using a typical input trace for the actual-delay
circuits was not performed as part of these experiments, as
this would require the embedding of the circuit into a spe-
cific environment and application area. However, it should
be noted that their average-delays will always be less than
the upper-bound shown here in the results below, i.e. these
are the worst-case timings for the actual-delay circuits.

Table 1 illustrates averaged summary results over four
devices. The first column identifies the IWLS circuit, the
second column shows the post P&R delay of the original,
single-rail circuit, as predicted by both STA and event-driven
simulation and the third column the number of LUT occu-
pancy of the circuit. Columns four and five in Table 1 show
the worst-case delay of the dual-rail, monotonic circuit, as
measured by the completion detection DONE signal using
the oscilloscope, and their LUT occupancy respectively. The
next two columns show comparative percentages, column
six shows the worst-case percentage delay reduction of the
actual-delay circuit with respect to the conventional single-
rail and column seven shows the percentage area increase.

It can be seen from these results that in all, except two
circuits, i.e. alu2 and f51m, the measured, actual-delay
upper-bound of the delay of the dual-rail circuits is smaller
than the STA of the conventional circuits. On average, delay
is reduced by at least 38.35% by using the latter implemen-
tation approach. Dual-rail monotonic circuits require twice
the number of gates as every signal is split into a true and a



IWLS Original Original Dual-Rail Dual-Rail % Delay % Area
Circuit Circuit Circuit Circuit Circuit Reduction Increase

STA delay # of LUTs Actual Delay # of LUTs

b1 8.30ns 2 5.00ns 9 39.76% 350%
C17 8.40ns 2 3.75ns 7 55.36% 250%
CM42 8.60ns 10 5.00ns 34 41.86% 240%
CM82 10.50ns 5 3.75ns 14 64.29% 180%
CM162 13.10ns 14 7.50ns 36 42.75% 157%
CM138 13.50ns 10 6.25ns 28 53.70% 180%
decod 13.80ns 22 7.50ns 63 45.65% 186%
z4ml 14.50ns 9 12.50ns 29 13.79% 222%
CM152 14.60ns 6 3.75ns 15 74.32% 150%
cmb 15.00ns 16 10.00ns 47 33.33% 194%
CM163 15.10ns 10 3.75ns 39 75.17% 290%
x2 15.80ns 16 6.25ns 43 60.44% 169%
CM85 16.30ns 14 5.00ns 38 69.33% 171%
cu 16.60ns 19 10.00ns 51 39.76% 168%
CM151 16.70ns 7 6.25ns 17 62.57% 143%
term1 19.20ns 46 13.75ns 135 28.39% 193%
CM150 19.80ns 18 8.75ns 37 55.81% 106%
ttt2 20.10ns 74 17.50ns 187 12.94% 153%
f51m 21.10ns 27 21.25ns 74 -0.71% 174%
9symml 19.60ns 63 13.75ns 159 29.85% 152%
vda 23.80ns 233 21.25ns 511 10.71% 119%
alu2 35.70ns 154 36.25ns 554 -1.54% 260%
alu4 42.10ns 243 37.50ns 698 10.93% 187%
frg1 20.40ns 49 20.00ns 65 1.96% 33%
t481 29.2ns 254 20.00ns 570 31.57% 124%

AVERAGE 38.35% 185%

Table 1. IWLS Benchmark Results Comparing Single and Dual-Rail FPGA Circuit Delay, Area and STA Prediction Accuracy

false instance. Thus, it is customary to expect a 100% area
penalty. On average, the area penalty experienced in our
flow for the IWLS benchmarks is 185%. Analysis of the cir-
cuit mapping to LUTs has shown that the additional area in-
crease stems from the nature of the LUT mapper algorithm.
More specifically, the fact that the LUT mapper operates on
a limited set of primitive gate graphs and uses tree-covering
hides some of the LUT packing possibilities from the algo-
rithm. Comparing our own mapper with an industrial FPGA
technology mapper on several single-rail circuits we mea-
sured an area increase of approximately 20%.

In addition to the comparison between the two imple-
mentation approaches, it is possible to quantify the STA in-
accuracy for FPGA devices by comparing the STA predic-
tion to the actual delay measurement obtained using the logi-
cal analyzer. This timing margin is a measure of intra-FPGA
variability. It is also possible to quantify inter-FPGA vari-
ability by performing actual delay measurements on several
devices and measuring delay deviation. Table 2 quantifies
the STA timing margin of the circuits and delay variation
over four FPGA devices. The average STA inaccuracy was
measured as 57.96%, thus showing that a significant amount
of margin is present in the STA prediction. On the other
hand, an average delay variation of only 1.5% was observed

across the four devices, showing that the FPGA binning pro-
cess is very effective indeed. In a personal communication
with an FPGA vendor we discovered that the binning pro-
cess used is very much alike our analysis, i.e. well known
circuits are programmed and a form of delay fault testing is
employed. The monotonic, dual-rail circuit implementation
we use allow for every path to be delay-fault testable.

6. CONCLUSIONS AND FUTURE WORK

An FPGA flow capable of implementing actual-delay cir-
cuits through a dual-rail, monotonic circuit implementation
has been presented and the comparative results on 25 IWLS
benchmarks implemented as actual-delay circuits demon-
strate a lower-bound of 38% of delay reduction, at the ex-
pense of 185% area increase with respect to their conven-
tional counterparts. The 38% delay reduction is only a lower
bound, i.e. any implemented circuit will potentially yield
higher-performance than this lower bound, due to their data-
dependent latency.

Through the implementation of actual-delay circuits we
have been able to quantify the STA timing margin by con-
trasting it with actual delay measurements using a high-speed
digital analyzer and also measure delay differences across



IWLS average Dual Rail average,
Circuit STA Margin % deviation

over 4 FPGAs over 4 FPGAs

b1 66.89% 4.2%
C17 75.49% 0%
CM42 70.76% 2.5%
CM82 82.48% 0%
CM162 60.53% 0%
CM138 66.40% 2.9%
decod 61.93% 2.5%
z4ml 53.70% 2.8%
CM152 80.57% 0%
cmb 51.92% 2%
CM163 76.27% 0%
x2 66.76% 2.9%
CM85 71.75% 3.6%
cu 56.71% 0%
CM151 70.10% 0%
term1 44.33% 0%
CM150 60.05% 2.5%
ttt2 45.99% 2.8%
f51m 40.31% 1.3%
9symml 53.39% 1.1%
vda 43.33% 0%
alu2 31.73% 1.2%
alu4 27.75% 0%
frg1 31.97% 3.2%
t481 45.55% n/a

AVERAGE 57.96% 1.5%

Table 2. IWLS Benchmark Results Timing Margins show-
ing Inter and Intra-FPGA Variability

devices. An average STA margin of 57% for the 25 imple-
mented circuits, whereas an only 1.5% of delay deviation
for actual-delays was measured for four FPGA devices at
exactly the same rating and operating conditions setup.

It is evident that the STA margin in FPGAs is signifi-
cant, as in ASIC design. Actual-delay circuit implemented
as dual-rail, monotonic logic do require a significant LUT
price as shown by the results, i.e. 2.85 times more LUTs on
average. This does seem like a high price to pay, however
the gains in performance, even though the lower bound is
38%, could easily exceed 100% for many applications, de-
pending on their input traces. In [14] it has been shown that
for an ALU using dual-rail encoding, the input traces make
the average-case delay be approximately half the worst-case
delay, thus a higher-order speedup than 38% is very likely
to be observed in practice.

Of course, a significant disadvantage of the use of dual-
rail circuits is their higher power consumption, compared
to their single-rail counterparts, and this is an area of our
ongoing research.
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